MCADB

Multidatabase Systems


Introduction to Multidatabase Systems

A multidatabase system is a specific form of distributed database system where the participating sites use different data models and software systems.  This provides problems in the area of integration, interoperability and transaction management.

1.1  Multidatabase Architecture

Sheth & Larson provided a 5-layer schema architecture which has widely been accepted as the standard for this type of database system.


External Schema


Federated Schema


Export Schema


Component Schema


Local Schema

Integrating Autonomous Databases

The Database Approach allows a non-redundant, unified representation of all the data managed in an organisation.

This can be achieved only if there is a methodology available to support integration across organisational and application boundaries.

Database integration is the process by which information from local databases is integrated to form one or more federated schema which are accessed by the global users. 

one ( global schema

The process of database integration can be subdivided into three tasks:

· Schema Translation. Converting the local schemas into a common data model. The result is the Component Schema.

· Schema Integration. Integrating the Export Schemas (which are subsets of the Component Schemas) into a Federated Schema. For simplicity we will discuss integration of Component Schemas directly into Federated Schemas.

· Data Integration. Converting the data into a common format, and dealing with any discrepancies.

often considered part of schema integration

We will focus most of our attention on Schema Integration.

The Federated and Component Schemas are represented in the Common Data Model, into which all of the Local Schemas are translated. Which is the best model to choose? We will consider the advantages and disadvantages of using different types of data model as the common data model.

Example 1: Schema Integration

We will first show the types of problems that can occur in Database Integration by means of an example.

Assume we wish to integrate two databases which have the following schemas:
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Figure 1.  Schema 1

Since we are merging the schemas, the entities referring to the same concept in different schemas must be unified to a single entity in the merged schema. 
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Figure 2.  Schema 2

Here, Topic in Schema 1 is the same concept as Keyword in Schema 2. Let us choose the name Topic. Similarly the property Area corresponds to Category. We choose Category. 

Next, we notice that the Publisher concept is present in both schemas, but as an entity in Schema 1, and as an attribute in Schema 2. We therefore transform it into an entity on the second schema.

The second schema is now transformed as shown:
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Figure 2.3  Revised Schema 2   

We can now superimpose the two schemas:
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Figure 2.4  Both Schemas together

We are not finished yet, since we have to look at concepts from the different schemas that may have been hidden previously.

This is the case with Publication in the second schema and Book in the first schema. Publication is more general (eg., it can include books, journals and newspapers) and so we can add a subset relationship to the merged schema.

In this process, we notics that the Title property of Book is the same as the Name property of Publication. We drop the properties of Book that are common to Publication, since the former will automatically inherit these.

Here is the final schema:
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Figure 2.5  Integrated Schema

Even though this example is clearly contrived and is very basic, it highlights some of the basic problems involved in Schema Integration. It can be seen that integrating real-world schemas is an extremely complicated task.

2.1  Reasons for Schema Diversity

The basic problems to be dealt with during schema integration come from the diversities of the schemas to be merged. There are three causes for this diversity:

· Different Perspectives. In the design process, different groups of users adopt different viewpoints in modelling the same objects.  Examples are different names, emp-dept vs emp-proj-dept etc.

· Equivalence of Constructs. In conceptual models, several combinations of construct can model the same application domain equivalently. 

· Incompatible Design Specifications. Errors may have been made in the schemas being merged. These should be identified in the integration process.

These three aspects are concerned with the common parts of the schemas, ie. the concepts in the application domain that are represented in all schemas. 

In order to perform integration fully, we also need to identify relationships that may exist between the different concepts in the different schemas. These are called interschema properties.

examples: person/employee; city <is in> country

We will now examine the steps needed to perform Schema Integration more formally.

2.2  Steps in Schema Integration

Up till now, we have discussed the nature of the schema integration problem and identified the causes of schema diversity.

A methodology is needed to accomplish the task of integration. We will not look at any one in particular, but instead identify the four steps that all methodologies must perform.

2.2.1  Preintegration

An analysis is carried out before integration to decide upon some policy. This governs 

· the choice of schemas to be integrated, 

· assigning preferences to some schemas over others, and 

· the order of integration.

Global strategies such as the amount of designer interaction, and the number of schemas to be integrated at the one time are also decided during the pre-integration phase. 

Additional relevant information is collected here, eg. integrity constraints, candidate keys. 

2.3  Integration Processing Strategies

There are four different integration processing strategies that determine the order of integration. Two are binary integration strategies, which involve the manipulation of two schemas at a time, and two are N-ary integration strategies, which integrate several schemas at a time.

· Ladder strategy. This is a binary strategy in which a new export schema is integrated with an existing intermediate result at each step.

· Balanced binary strategy. Here, schemas are divided in pairs at the start and integrated in a stepwise fashion.

· One-pass strategy. This is an n-ary strategy in which all schemas are integrated at once.  This is complex and extremely difficult to automate.

This is a complex approach and difficult to automate. 

· Iterative strategy. This accounts for all other cases, and is generally more flexible.

offers more flexibility and is more general.

The advantage of binary strategies (most common) is that the activities at each step are simplified. However, there is an increased number of steps, and there is a need to perform a final analysis to add any global properties. 

most methodologies use binary strategies

The advantages and disadvantages of the n-ary strategies are the converse of the binary strategies. A considerable amount of semantic analysis can be performed before merging, avoiding the necessity of further analysis and transformations. Also, the number of steps is minimised. However, it is a very complex procedure.

merging n schemas has quadratic complexity

2.4  Schema Comparison

Schemas are analysed and compared to determine the correspondences among concepts and detect possible conflicts.

Two schemas can be related in one of four ways:

· They can be identical to each other,

· One can be a subset of the other,

· There may be overlap between the schemas,

· They can be completely different.

Determining the relationships between schemas requires knowledge of their semantics.

Interschema properties may be discovered while comparing schemas. If so, they are noted and will be used during the Merging and Restructuring step.

The fundamental activity in the comparison step consists of checking all of the same objects in different schemas. There are two broad types of conflicts that can occur: naming conflicts and structural conflicts.

Naming Conflicts

People in the same organisation refer to the same data using their own terminology and names. This results in a proliferation of names as well as a possible inconsistency among names in the component schemas. 

There are two types of Naming conflicts: those caused by synonyms and homonyms. Two identical concepts that have different names are called synonyms, and two different concepts with the same name are called homonyms.  An example of a synonym might be client and customer while an homonym could be size (yes/no field v amount field). 

synonym: client - customer

homonym: equipment - building; equipment - dept

Homonyms can be identified by comparing concepts with the same name in different schemas.  Synonyms can only be detected by referring to an external specification (data dictionary).

Structural Conflicts

This type of conflict occurs as a result of a different choice of modelling construct or integrity constraint. There are four types of structural conflicts:

· Type conflicts. These occur when the same concept is represented by different constructs in different schemas eg attribute v relationship.

eg entity / attribute

· Dependency conflicts. These arise when two or more concepts have different relationship dependencies in different schemas. For example, a relationship may be 1:N on one schema and the equivalent relationship may be M:N on another.

· Key conflicts. These occur when different primary keys are selected in different schemas.

eg. RSI no and StudNo for person

· Behavioural conflicts. These arise when different insertion/deletion policies are associated with the same class of objects in different schemas. For example, in one schema a department may be allowed to exist without any employees, whereas in another deleting the last employee will cause the deletion of the department itself. 

only arises of model can represent behavioural properties

2.5  Conformance

Once conflicts are detected, an effort is made to resolve them so that the merging of the various schemas is possible. This requires that schema transformations be performed.  

The transformations required are categorised according to the conflicts that they attempt to resolve:

· Renaming operations are used to resolve naming conflicts.

· Transformations of concepts into a common representation are used to resolve structural conflicts.

In order to resolve a conflict, the designer must understand the relationships among the concepts involved in the conflict.  This can often be difficult due to basic inconsistencies.  The role of the designer is important !

sometimes can’t be resolved because of some basic inconsistency. report to users who will guide designer

Automatic conflict resolution is generally not possible, and close interaction with designers and users is required.

compromise will be required

2.6  Merging and Restructuring

Now the schemas are ready to be superimposed, giving rise to an integrated schema. The result is analysed and restructured if necessary to achieve some desirable qualities.

The Federated Schema may be tested against the following criteria:

· Completeness and correctness. All the concepts in the Component Schemas must be present in the Federated Schema, and be represented correctly.

· Minimality. If the same concept is represented in more than one Component Schema, it should be represented only once in the Federated Schema.

· Understandability. The Federated Schema should be easy to understand to the designer and the end user. 

Example II: Schema Translation and Integration

In this example, we will integrate three databases. In addition, we define them using different data models, a relational, network, and Entity-Relationship database in order to demonstrate the schema translation step.




Figure 2.6  Schema NET: Network DBMS
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2.7 Schema REL: Relational DBMS
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2.8  Schema ER: E/R DBMS

2.6.1  Schema Translation

The process of schema translation involves converting a schema expressed in one data model into the constructs of another data model. 

Let us assume that the Federated Schema to be created by integrating these three databases is to use the Entity-Relationship Data Model. 

one of most popular

relational not expressive enough, so E/R or OO

The conversions of the network and relational schemas into E/R Model schemas are shown below:

Figure 2.9  Schema NETER : Network Schema translated to E/R Schema

Figure 2.10  Schema RELER: Relational Schema translated to E/R Schema

2.6.2  Schema Integration

Now we will work through the four phases of integration that we have described.

Preintegration

Here we choose:

· a ladder binary integration strategy, and 

· to integrate firstly Schemas RELER (the converted relational schema) and Schema ER (the E/R Schema). The resulting schema is then integrated with Schema NETER.

We now identify the keys of each of the entities in the schemas:

	Schema
	Entity
	Key

	NETER
	EMPLOYEE
	E#

	
	DEPARTMENT
	Dept-Name

	RELER 
	ENG
	ENo

	
	JOB
	JNo

	ER
	ENGINEER
	Engineer No

	
	PROJECT
	Project No

	
	CLIENT
	Client Name


Comparison

This phase identifies naming and structural conflicts. However before it is possible to do this, we must first identify the relationships between the schemas. 

What is the relationship between Schema RELER  and Schema ER?

subset

Naming Conflicts: The synonyms that exist between Schemas RELER and ER are as follows:

	Schema RELER 
	Schema ER

	ENG
	ENGINEER

	ENo
	Engineer No

	Sal
	Salary

	ASSIGNED-TO
	WORKSON

	Position
	Responsibility

	JOB
	PROJECT

	JNo
	Project No

	Jname
	Project Name

	Loc
	Location


what about Cname - Client name?

Are there any homonyms?

“Title” - one is engineer titles, the other employee titles

Structural Conflicts: What structural conflicts are there here?

type: client

Assignedto is M:N; Workson is 1:N 

Conformation

This is the resolution of conflicts determined at the comparison stage. 

Naming Conflicts

Here, we choose to use the names in the ER Schema, and so RELER is transformed as shown:
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Figure 2.11  Modified ER Schema

Structural Conflicts

We examine each of the conflicts and see how it can be resolved.

The type conflict is solved by converting the attribute CName attribute to an entity. We do this by creating an intermediate relationship (“Contracted by”) connecting the new entity (“Client”), which has a new attribute (“Client Name”).
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The dependency conflict is solved by accepting the more general many-to-many relationship between the Engineer and Project entities. 

Merging and Restructuring

Here, we merge the schemas into a single database schema and then restructure it to give the “best” integrated schema. 

The integration of Schemas RELER and ER is relatively straightforward, since we established at the comparison stage that the former is a subset of the latter. It is shown below.
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The next step is to integrate this intermediate schema with the schema NETER.

2.7  Data Integration

Data integration is essentially the process of detecting and resolving conflicts between data from different databases, in the absence of any schema conflicts. There are two main types of data conflict: invalid data conflicts and representation conflicts.

Invalid Data Conflicts 

Invalid data is detected when equivalent attributes in different databases are expected to contain the same value, but do not.  They arise for two reasons.

Incorrect data entry

This occurs if incorrect data is entered, or if there is a failure to maintain integrity constraints. 

Obsolete Data

This arises from a failure to maintain upto date information in the database.  

2.8  Representation conflicts

There are three aspects to data representation in different databases: expressions, units and precision.

Expressions
Conflicts in expressions arise when different databases use different expressions to represent the same piece of information. Examples of this type of conflict include:

· Different words for the same data, eg. 

“IRL” 

“Ireland” 

“Eire”

· Different strings for the same data, eg. 

“Flat 93, 400 New Street”

“Apt #93, 400 New St.” etc.

· Different codes for the same data, eg. 

*****, Excellent, A, 5

****, Very Good, B, 4

***, Good, C, 3

Units 

Unit conflicts arise when different databases use different units for numeric data: different units give different meaning to numeric values. Examples:

· a “cost” field could be based on different currencies, 

· “salary” may be expressed as either monthly or yearly.

Precision

Precision conflicts arise when different databases use domains of different cardinalities for the same data. Examples:

· “Temperature” may be expressed as “Cold”, “Mild”, “Warm” etc. in one database, and as degrees in another.

· “Result” may be a grade in one system, and a percentage in another.

different between this and expression

2.9  Choosing a Canonical Data Model (CDM)

Many of the issues involved in database integration are influenced by the data model that is chosen as the common data model.  The two most common Common Data Models are the relational model and the object-oriented data model.  They represent two extremes in expressiveness.

The simpler data models (ie. those with fewer data modelling constructs, properties and constraints) have an advantage in the conforming and merging stages. The reasons are:

· there is a smaller possibility of type conflicts,

· the transformation operations are simpler, and

· merging involves fewer operations.

On the other hand, a simpler model is a weaker tool from the designer’s perspective in discovering similarities, dissimilarities and incompatibilities. 

A simpler model will also lose some of the semantics contained in the local schemas, if these are defined using a semantically richer data model. This is undesirable.

Using a semantically richer (and more complex) data model such as the Object-Oriented data model means that Schema Translation is difficult when the local schemas are defined in simpler data models. This is because the local schemas need to be “reverse engineered” to the Component Schema. 

However, once this phase has been completed, the Schema Integration process will be less difficult since the additional semantics will help detect and resolve the conflicts.

A richer Common Data Model is likely to be more suitable for use by the end users, who will not be familiar with the local databases. A richer model would help them to understand the meaning of the data that is represented in the Federated Schema.

Part 3 Transaction Processing in Multidatabases

3.1 Multidatabase Transactions

In a Multidatabase we can consider two classes of transaction. 

· Global transactions are transactions which access data stored at more than one site.

· Local transactions access data stored at a single site. 

Local transactions are entirely under the control of the local DBMS software, whereas a global transaction needs to be divided into a number of sub-transactions, one at each site at which data accessed by the transaction is stored. 

The indivisibility of the global transaction is still fundamental, but in addition each sub-transaction is treated as an indivisible transaction by the local site at which it is executing. 

A global transaction must be synchronised with the local transactions at each site, and also with other global transactions currently active in the system.

3.2 Autonomy

Autonomy, or independence, is concerned with who controls the data. Local autonomy guarantees that local users can access their DBs unaffected by the global system. 

In a multidatabase, there are both local and global users and it is desirable that the local DBs should retain as much local autonomy as possible.

There are three different types of autonomy.

Design Autonomy

The freedom of the local administrators to design and implement their databases, including the data to be stored, the choice of data model and storage structures.

Communication Autonomy

The freedom of the local sites to decide the conditions under which they will communicate with the other sites, and what information they will provide to the multidatabase. 

Execution Autonomy

The freedom of local DBMSs to decide how to process operations on local data, including operations that have come from the multidatabase.

In multidatabase transaction management, the implications of these aspects of autonomy are as follows:

· The transaction managers of the local DBMSs are free to use different concurrency control techniques. Furthermore, their transaction managers are not modified to accommodate participation in the multidatabase.

· Once a subtransaction of the global transaction has been submitted to a the local DBMS, the former may not have any further control over it, and it is executed by the latter as if it were a local transaction (which can be aborted if necessary). 

· The Local DBMSs do not necessarily share control information with each other or with the Multidatabase. They may in fact not be aware of each other’s existence. 

In general, the more autonomy that the local DBMSs retain, the harder it is to ensure that the global transactions are correct.

3.3 Multidatabase Transaction Processing Strategies

In a centralised DBMS, there is a single scheduler which is responsible for synchronising transactions. In a multidatabase, we generally have a Global Transaction Manager (GTM) located at each site. 

The GTM at the site at which the global transaction is initiated acts as coordinator for the global transaction. 

Why not appoint one site as coordinator for all global transactions?

The GTM determines the location of the required data, and divides the global transaction into a series of sub-transactions to each local site.

These sub-transactions are sent to the participant sites, where they are processed by the Local Transaction Manager at each site.

From this point, the interaction between the GTM and the local Transaction Managers depends on how much autonomy the local sites are prepared to relinquish. 

There is a spectrum of possibilities, ranging from full autonomy to no autonomy:

· If the local sites maintain (close to) full autonomy, the GTM will have no control over the sub-transaction. On completion of the sub-transaction, the local Transaction Manager returns an acknowledgment. Examples are interbank transactions or airline reservations.

· If the local sites are prepared to actively cooperate in the execution of the global transaction, the GTM can submit the operations of the sub-transaction individually, and control the final decision of whether to commit or abort the transaction.

Part 4 Concurrency Control in Multidatabases

4.1 Correctness of Transaction Processing

We know that serialisability is the “traditional” notion of correctness of execution of interleaved transactions. We will show that serialisability is very restrictive and difficult to maintain in a multidatabase, and so we will examine alternative definitions of correctness.

Global Serialisability

Consider two global transactions T1 and T2, each having two subtransactions at sites A and B. We denote these subtransactions as T1,A, T1,B, T2,A, and T2,B. Let’s say that the subtransactions execute serially on both A and B, as shown below:

Schedule at A: 
R1(X), W1(X), R2(X), W2(X)

Schedule at B: 
R2(Y), W2(Y), R1(Y), W1(Y)

At site A, the subtransaction T1,A executes before T2,A, and at B, the subtransaction T2,B executes before T1,B. 

Although the subtransactions are serialisable locally, the global transactions are not serialisable. Why not? Because T2 sees X after T1 has updated it, and T1 sees Y after T2 has updated it.

In distributed transaction processing, we require

· serialisability of all local schedules, and 

· global serialisability of all global transactions. 

This means that all sub-transactions of global transactions appear in the same order in the serial equivalent schedule at all sites. In other words 

IF 

Ti,A precedes Tj,A 


THEN
Ti,* must precede Tj,* at all sites at which Ti 





and Tj have subtransactions

Ensuring Global Serialisability in Multidatabases

Enforcing global serialisability in a multidatabase is considerably more difficult than in a homogeneous distributed database. There are two main reasons for this:

· The techniques used in a homogeneous distributed database system for concurrency control assume that the same enforcement mechanism is used by all local sites. In a multidatabase, this is not necessarily the case. 

· Local transactions can cause conflicts with global transactions. But the GTM has no knowledge of local transactions and so cannot be aware of these conflicts.

To see how local transactions can cause conflicts which interfere with global serialisability, consider the following example. 

Two global transactions, GT1 and GT2 execute on sites S1 and S2 and access database items A, B, C, and D. 

A local transaction also executes on each site.

	Site 1
	
	
	
	Site 2
	
	

	G1
	G2
	L1
	
	G1
	G2
	L2

	Begin
	
	
	
	
	
	Begin

	read(A)
	
	
	
	
	
	write(C)

	Commit
	
	
	
	
	
	

	
	
	Begin
	
	Begin
	
	

	
	
	write(A)
	
	read(C)
	
	

	
	
	write(B)
	
	Commit
	
	

	
	
	Commit
	
	
	Begin
	

	
	Begin
	
	
	
	read(D)
	

	
	read(B)
	
	
	
	Commit
	

	
	Commit
	
	
	
	
	write(D)

	
	
	
	
	
	
	Commit


Figure 4.1  Transaction Execution

The local schedules are serialisable and the global schedule, as submitted by the GTM, is serial. 

But the local transactions affect the global schedule with the result that the global schedule is not serialisable. At S1, it is G1; L1; G2, and at S2 it is G2; L2; G1.

at S1, it is G1; L1; G2, and at S2 it is G2; L2; G1, 

How does the GTM avoid this situation? It depends on how much knowledge is available.

4.2 DBMSs with unknown scheduling techniques

If no knowledge is available about the local scheduling techniques, the only means of ensuring serialisability is to force conflicts between global transactions executing at the same site. This can be done by requiring each global transaction to write to a special data item at each site called a ticket. 

Let us consider how this method would have detected a conflict in the above example:

	Site 1
	
	
	
	Site 2
	
	

	GT1
	GT2
	LT1
	
	GT1
	GT2
	LT2

	Begin
	
	
	
	
	
	Begin

	write(t)
	
	
	
	
	
	write(C)

	read(A)
	
	
	
	
	
	

	Commit
	
	
	
	Begin
	
	

	
	
	Begin
	
	write(t)
	
	

	
	
	write(A)
	
	read(C)
	
	

	
	
	write(B)
	
	Commit
	
	

	
	
	Commit
	
	
	Begin
	

	
	Begin
	
	
	
	write(t)
	

	
	write(t)
	
	
	
	read(D)
	

	
	read(B)
	
	
	
	Commit
	

	
	Commit
	
	
	
	
	write(D)

	
	
	
	
	
	
	Commit


4.2 Conflict Detection

Now, the conflict would be detected at Site 2, as its schedule is not serialisable and one of the global transactions will be rolled back. 

Two points are worth noting.

· Only the GTM has access to the tickets at each site. 

· Tickets at each site are independent of each other and are regarded as separate data items.

The problem with this approach is that there is potentially a large number of aborts of global transactions. This can be avoided by modifying the procedure.

· Each global transaction at a site increments the ticket at that site. 

· In order to commence execution, each global transaction must read a specific ticket value at each site at which it executes. 

· If the ticket value read by a global transaction is less than the value it expects, it waits. 

There is a trade-off between reducing the concurrency of global transactions, and risking a large number of global transaction aborts.

4.3 DBMSs with known scheduling techniques

We can achieve a greater degree of concurrency in a multidatabase if we know details of the scheduling mechanisms at each site. In general, the more restrictive a scheduling technique is employed at the local sites, the less restrictive the GTM needs to be about scheduling of global transactions.

Let us consider the cases in which it is known that the local sites are using Timestamping and 2PL.

Timestamping

Let us say that all local sites employ the basic timestamping algorithm. At each site, we know that transactions are serialised according to the timestamp assigned to them when they arrived. 

Therefore, if we run global transactions in a serial order (one after another), we are guaranteed that the global schedule will be serialisable. 

Strict Two-Phase Locking

In strict 2PL, all locks are retained by the transactions until commit.

This in itself does not guarantee global serialisability, but if the GTM can delay the issue of a “commit” until all of its operations (at all sites) have been completed, this will ensure global serialisability.

This may not always be possible, particularly if the transaction is submitted through a “service interface”.

In the above example, the schedule produced at Site 2 would not have occurred, since L2 would have prevented G2 from reading C until it committed.

The main problem with this approach is that the local DBMSs must keep locks until the global transaction commits at all sites and this will reduce concurrency, and there is a possibility that deadlock between sites may occur.

4.4 Alternative Notions of Consistency

We have seen that in order to guarantee global serialisability in a multidatabase, there is a penalty to be paid - either throughput will be limited or a large number of aborts must be accepted. 

The purpose of global serialisability is to preserve consistency of both local and global databases. But it is possible to have correct schedules which are not necessarily serialisable. 

so important to examine these for MDBs

still hard to obtain when there are failures

In this section, we consider how the serialisability criterion can be relaxed, but at the same time maintaining a consistent database.

Constraint-Based Consistency 

As stated above, the purpose of global serialisability is to preserve consistency. Consistency is usually defined in terms of a set of integrity constraints which must hold. 

Each transaction run serially is assumed to independently satisfy these constraints, and so global serialisability ensures that these are maintained by enforcing a schedule that is equivalent to running these transactions in some serial order. 

If we choose a different definition of consistency - that a schedule of transactions should satisfy the integrity constraints - we may increase transaction throughput under certain conditions. This notion of consistency is called “strong correctness”. 

Local integrity constraints are easy to maintain, since the concurrency control mechanism of the local DBMS guarantees serialisability of local transactions. We need global serialisability to ensure that global constraints (ie. integrity constraints defined between data items at different sites) are maintained. 

What if there are no global constraints in the multidatabase? Many applications will have no requirement for global constraints (eg. airline reservation systems, banking systems), as they are concerned purely with internal consistency. 

In virtually all cases, in a multidatabase with no global constraints, local serialisability is sufficient to guarantee strong correctness. 

Exception:

Local IC: a > 0 , b > 0

T1: 
a := -1; 


T2:
b := -1


if b > 0 then a := 1

if a> 0 then b:= 1

can be solved with 2PC or require local transactions to preserve local consistency regardless of the state at other sites

Unfortunately, strong correctness does not meet the consistency requirements of all applications. Consider the following example.  

	Site 1
	
	
	Site 2
	

	G1
	G2
	
	G1
	G2

	
	
	
	
	read(B)

	read(A)
	
	
	read(B)
	

	write(A)
	
	
	write(B)
	

	
	read(A)
	
	
	


Here, A and B are updated in within G1. If there is some relationship between the two values (eg. say they are both bank account balances and the transaction moves money between the accounts), then the values read by G2 will be invalid, although the strong correctness criterion is satisfied.

Epsilon Serialisability

This approach allows the serialisability criterion to be relaxed to allow a limited number of conflicts. The number of conflicts permitted is determined explicitly by the application designer. This method is particularly useful for read only transactions which do not require complete precision in their answers (eg. bank account totals).

4.5 Deadlock Detection

In the absence of site cooperation, the individual sites will not export their local Wait-For Graphs, and so the methods described above cannot be used to detect deadlock. In these cases, it is not possible to establish definitively as to whether or not deadlock exists. 

One approach is to construct an “approximate” Wait-For Graph. If the GTM has not received a response from a subtransaction after a certain amount of time, then it may be possible that distributed deadlock exists. An approximate Wait-For Graph is constructed and if deadlock exists, there will be a cycle in this graph.

Part 5 Recovery from Failure in Multidatabases

The role of the recovery manager in a DBMS is to restore the database to a consistent state following a failure that has rendered it inconsistent or at least suspect. It is a complicated procedure because while a transaction is regarded as at atomic unit by the user, at the physical level there are several steps involved in recording the changes it makes to the database. 

There are several possible reasons for a transaction to fail in the middle of execution. In a multidatabase, these can fall into three categories.

· Site failures. These occur as a result of a failure at a local site. Examples include power failure, software failure, a transaction or system error, and exception conditions detected by the transaction. This type of failure is called a soft crash. In a multidatabase, it is important for operational sites to know the status of all other sites.

eg. Global tr has subtr executing at a site that fails. could be blocked

· Media failures. These cause damage to the database, and affect at least those transactions currently using that portion (eg. disk head crash). This type of failure is called a hard crash.

· Network failures. Multidatabases depend on the ability of all sites to be able to communicate reliably, and this is provided by many networks (eg. automatic rerouting is supported in the event of a line failure). Still, a line failure can result in the network being partitioned into two sub-networks. 

Eg, a global transaction has subtransactions executing on two sites C and E. A network failure occurs which puts C and E into different partitions. What if the subtransaction at C votes to commit, and the subtransaction at E decides to abort? depends on what type of concurrency control strategy is used.

Recovery in a multidatabase is complicated by the fact that atomicity is required for both local sub-transactions and global transactions. Local sub-transaction atomicity can be guaranteed using the Undo/Redo protocol for centralised databases. 

But in order to ensure that a global transaction does not finish until all of its sub-transactions have either committed or aborted requires some extra actions. These actions will be dependent on the degree of cooperation that exists between the sites. 

We have already seen how recovery is achieved if there is cooperation between sites, ie. if they agree to participate in a Commit Protocol such as 2PC or 3PC.

The task of the recovery manager is more complex in the absence of site cooperation. In effect, this means that local DBMSs either do not provide a “prepare-to-commit” operation, or else they are unwilling to allow it to be used. 

In these cases, a sub-transaction is submitted to the local DBMS through a “service interface”, and it receives notification of whether it committed or aborted. 

How then does the GTM ensure atomicity of the global transaction in the event of failure?  If one or more subtransactions of a global transaction aborted whilst the others committed, there are two alternatives:

Attempt to commit the global transaction

This can be achieved by two means

· Redo. If a subtransaction has aborted, submit a redo transaction which consists of all the writes of the failed subtransaction.

· Retry. If a subtransaction has aborted, resubmit the entire subtransaction again.

Attempt to abort the global transaction
This can be achieved by issuing “compensating transactions” at the sites at which the subtransactions successfully committed. 

5.1  Redo

The redo approach to recovery management uses 2PC, but since it is assumed that this protocol is not supported by the local DBMSs, it is enforced by a server at each site, which now acts as the participant. 

The local DBMS can abort the transaction at any time, even after the server has sent a “commit” vote to the GTM. 

If this occurs, the server issues a “redo transaction”. This is the set of write operations that were issued as part of that transaction. If this fails, it is repeatedly resubmitted until it succeeds.

There are a number of problems with this approach. The most serious are as follows:

· If we are using serialisability as the correctness criterion, then the schedule produced as a result of executing a redo transaction may not be serialisable. This is because it is regarded as an independent transaction by the local DBMS. 

Site A: r1(a), w1(a) ABORT; r2(a), w2(a); w3(a) =w1(a)

· Before a server can send a vote to commit, every data item that the subtransaction has read should have been written by a committed transaction.

can only be ensured if schedules are cascadeless, eg 2PC

5.2 Retry

The serialisability problem means that the redo approach cannot work in the presence of local transactions. This approach involves resubmitting the aborted sub-transaction as an entirely new transaction. 

To achieve this, the GTM must have saved the input parameters to the original sub-transaction.

This approach can only work if the following conditions hold:

· The data items read by the original sub-transaction were not communicated to any other sub-transactions of the global transaction.

· The sub-transaction is “retriable”, ie. if it is resubmitted a sufficient number of times it will eventually commit.

5.3 Compensate

Rather than try to redo failed subtransactions, the idea of the compensate approach is to undo the effect of subtransactions that have committed by issuing further subtransactions which attempt to semantically undo the effects of the original subtransactions.

A number of points about compensating transactions are important:

· Issuing a compensating transaction is not equivalent to never having run the transaction in the first place, but is semantically equivalent to it. Example: reservation of last seat on a flight.

· Other transactions may have seen the updates made by the subtransaction before the compensating transaction was run. This implies that a cascade of compensations may be required.

· It may not always be possible to define a compensating transaction.

Part 6 Query Processing in Multidatabases

A Federated Schema of a multidatabase system is the result of the database integration process from the local databases.

A global query can be processed in a number of steps. 

· Transformation. The global query is transformed into a number of queries against the underlying database schemas.

· Translation. Each subquery is translated from the language of the Common Data Model to the language supported by the local database. 

· Local Processing. The subqueries are then sent to the local site for execution.

· Intermediate Result Transfer. If the result of a local query is needed for another local query to be computed, the required data is transferred between DBMSs.

· Result Translation and Assimilation. The results are returned by the local queries and translated into a common format, and are combined into the answer. 

Query optimisation of global queries is also an important aspect of multidatabase query processing. It needs to be considered in all of these steps.

6.1 The Outerjoin Operation

Assume we have two Export Schemas containing information about employees:

EMP1

	Name
	City
	Age

	Smith
	Dublin
	34

	Doyle
	London
	53

	Elmasri
	Paris
	22

	Murphy
	Sydney
	36


EMP2

	Name
	Dept
	Rank

	Jones
	20
	2

	Doe
	30
	7

	Murphy
	20
	5

	Doyle
	50
	2


These two tables are integrated in a Federated Schema, also based on the relational model, which contains one table “EMP”.

Exercise:  Try to determine the makeup of EMP.

EMP

	Name
	City
	Age
	Dept
	Rank

	Doyle
	London
	53
	50
	2

	Murphy
	Sydney
	36
	20
	5

	Smith
	Dublin
	34
	-
	-

	Elmasri
	Paris
	22
	-
	-

	Jones
	-
	-
	20
	2

	Doe
	-
	-
	30
	7


How was this table constructed? Intuitively, it is formed by taking the union of three components:

· the join of EMP1 and EMP2,

· dangling rows of EMP1 padded with null values, and

· dangling rows of EMP2 padded with null values.

This is called the “outerjoin” operation. 

In SQL these three components would be formed by the following expressions:

SELECT * FROM EMP1, EMP2

WHERE EMP1.NAME = EMP2.NAME

SELECT * FROM EMP1

WHERE NAME NOT IN 



(SELECT NAME FROM EMP2)

SELECT * FROM EMP2

WHERE NAME NOT IN 



(SELECT NAME FROM EMP1)

The UNION (padded with null values where necessary) of these three queries gives the global relation.

These three queries form a partition of the “world” of employees:
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Figure 6.1 Overlapping Information

6.2 Query Transformation with Outerjoin

When a global query is submitted, it needs to be transformed to a query or queries that can be executed by the local DBMSs. 

This is usually accomplished in two steps.

· Firstly, the global query using global names is modified to queries using only names in the Export Schemas. These may still reference names in more than one DB

· Then, these queries are decomposed into queries which can be processed by a single DBMS.

There are two types of query that can be produced by the query decomposer.

· Simple queries. These are queries that will be executed against individual export schemas.

· Intermediate queries. This type take the results returned by simple queries to form the answer.

An Example

Consider how this global query would be transformed:

SELECT NAME, CITY

FROM EMP

Initially, we transform the global query to a set of queries, only referencing the export schemas. We know that the global relation EMP is constructed from the union of the three subsets of the set of employees, so we construct a query for each of these expressions:

SELECT NAME, CITY FROM “Subset 1”:

SELECT NAME, CITY FROM EMP1, EMP2

WHERE EMP1.NAME = EMP2.NAME

SELECT NAME, CITY FROM “Subset 2”:

SELECT NAME, CITY FROM EMP1

WHERE NAME NOT IN 


(SELECT NAME FROM EMP2)

SELECT NAME FROM “Subset 3”:

SELECT NAME FROM EMP2

WHERE NAME NOT IN 


(SELECT NAME FROM EMP1)

Exercise:  Write down the answers to these queries, and see if you can make any simplifications.

Exercise:  Repeat this exercise for the query 

SELECT NAME, CITY, DEPT



FROM EMP

The Problem with Null Values

The interpretation of null values becomes important when the result of the global query contains restrictions such as statements in the WHERE clause. 

For example consider the global query

SELECT *

FROM EMP

WHERE RANK > 3

We examine each row in the global relation, and indicate whether or not it should appear in the result:

	Name
	City
	Age
	Dept
	Rank
	

	Doyle
	London
	53
	50
	2
	No

	Murphy
	Sydney
	36
	20
	5
	Yes

	Smith
	Dublin
	34
	-
	-
	?

	Elmasri
	Paris
	22
	-
	-
	?

	Jones
	-
	-
	20
	2
	No

	Doe
	-
	-
	30
	7
	Yes


We are unsure about the two rows for which there is no Rank value. Whether we include them or not depends on what “NULL” means:

· If NULL means “not applicable in this case”, then they should be excluded.

· If NULL means “value unknown”, then the rows might satisfy the condition. One possibility would be to return two sets of rows: one set containing those that definately satisfy the condition, and the other containing those that might satisfy the condition.

In general, rows will be excluded if the condition cannot be verified because of the presence of a null value.

6.3 Data Inconsistency in Query Processing

So far, we have assumed that there is no conflict between the data in the different databases. In fact, the only overlap of data was on the key value.

In practice, there will be some data overlap. And because the databases are autonomous, there will be cases when there will be discrepancies between the data. 

Consider this example:

EMP1

	Name
	City
	Salary
	Age

	Smith
	Dublin
	10000
	34

	Doyle
	London
	17000
	53

	Elmasri
	Paris
	12000
	22

	Murphy
	Sydney
	15000
	36


EMP2

	Name
	Dept
	Salary
	Age

	Jones
	20
	25000
	21

	Doe
	30
	33000
	72

	Murphy
	20
	26000
	37

	Doyle
	50
	5000
	53


EMP1 and EMP2 both store data on salary and age. So when we have employees registered in both databases, there is the potential for inconsistent data to exist.

How do we deal with data inconsistency? We can resolve inconsistencies by defining a set of functions, describing how each attribute in the Federated Schema is computed.

Here is a set of possible functions that could be used to construct the global relation EMP:

	Attribute
	Function

	CITY
	EMP1.CITY if the employee is in {EMP1}

	
	NULL if the employee is in {EMP2 — EMP1}

	DEPT
	EMP2.DEPT if the employee is in {EMP2}

	
	NULL if the employee is in the {EMP1 — EMP2}

	SALARY
	EMP1.SALARY if the employee is in {EMP1 — EMP2}

	
	EMP2.SALARY if the employee is in {EMP2 — EMP1}

	
	SUM(EMP1.SALARY, EMP2.SALARY) if the employee is in {EMP1 ( EMP2}

	AGE
	EMP1.AGE if the employee is in {EMP1 — EMP2}

	
	EMP2.AGE if the employee is in in {EMP2 — EMP1}

	
	MAX(EMP1.AGE, EMP2.AGE) if the employee is in {EMP1 ( EMP2}


Using these functions, we get the following data in EMP:

EMP

	Name
	City
	Dept
	Salary
	Age

	Smith
	Dublin
	-
	10000
	34

	Jones
	-
	20
	25000
	-

	Doyle
	London
	50
	22000
	53

	Doe
	-
	30
	33000
	-

	Elmasri
	Paris
	-
	12000
	22

	Murphy
	Sydney
	20
	41000
	37


6.4 A Methodology for Multidatabase Query Processing using Functions

Each of the functions for calculating an attribute identifies a partition of all of the instances in the Federated Database. For example, the function for EMP.CITY partitions the instances into two sets, those in {EMP1}, and those in {EMP2 — EMP1}.

Step 1

For every attribute referenced in the global query, we identify the partition associated with that attribute. We choose the “finest” partition (ie. the one that divides the instances into the largest number of distinct subsets). 

Step 2

We obtain a query for each subset of the chosen partition. Each query is constructed from the global query by the following steps:


a)
Replace each global attribute with the corresponding attribute from the export schema associated with that subset. For example, in the subset {EMP2 — EMP1}, the attribute EMP.SALARY is replaced with EMP2.SALARY .


b)
If the attribute is in the SELECT clause, and it does not appear in an export schema, then it is removed.


c)
If the attribute is in the WHERE clause, and it does not appear in an export schema, then this query is removed, since no row can satisfy the condition.

d)
We must add conditions to the WHERE clause to ensure that only rows in the correct subset are being retrieved. 

For example, if the query is for the subset {EMP2 — EMP1}, then we must only consider instances occuring in EMP2 which are not in EMP1. So we add

“EMP2.NAME NOT IN 



(SELECT NAME FROM EMP1)”
to the WHERE clause of the query.

Step 3

Identify queries which still reference data from different databases, and decompose them further so that each only references a single database.

For example, the above clause requires data from different databases. We execute 



SELECT NAME FROM EMP1
at EMP1’s site, and then ship the result to the site at which EMP2 is stored.

Step 4

A query is executed which assimilates the results of all the individual queries into the result of the global query.

Another Example

Consider the following global query:

SELECT NAME, DEPT

FROM EMP

WHERE SALARY > 40000 AND CITY  <> “DUBLIN”

Step 1

The finest partition is the one based on SALARY, and so the queries are to the subsets:

1. {EMP1 — EMP2}

2. {EMP2 — EMP1} 

3. {EMP1 ( EMP2}

Step 2

For the subset {EMP1 — EMP2}, the query is:

SELECT EMP1.NAME

FROM EMP1

WHERE
EMP1.SALARY > 40000 AND 



EMP1.CITY <> “DUBLIN” AND



EMP1.NAME NOT IN




(SELECT NAME FROM EMP2)

For the subset {EMP2 — EMP1}, the query will be removed, because no row can satisfy the condition on CITY, which is not present in this export schema.

For the subset {EMP1 ( EMP2}, the query is

SELECT EMP1.NAME, EMP2.DEPT

FROM EMP1, EMP2

WHERE
SUM(EMP1.SALARY, EMP2.SALARY) > 40000 

AND EMP1.CITY <> “DUBLIN”



AND EMP1.NAME = EMP2.NAME

Step 3

Both queries to the export schemas reference data in more than one database. 

For the subset {EMP1 — EMP2}, the following steps can be used:

1. At EMP2’s site, execute

SELECT NAME INTO TEMP FROM EMP2

2. Ship TEMP to EMP1’s site

3. At EMP2’s site, execute

SELECT EMP1.NAME

FROM EMP1

WHERE
EMP1.SALARY > 40000 AND 



EMP1.CITY <> “DUBLIN” AND



EMP1.NAME NOT IN






(SELECT NAME FROM TEMP)

Similar steps can be taken for the subset {EMP1 ( EMP2}.

Step 4

A UNION intermediate query is used to assimilate the results of these two queries.

6.5 Query Translation

After transformation, all queries are still in the global query language. If the local query languages are different, they need to be translated. 

Query translation is complicated by two factors, which we examine now.

Mismatches between Query Language Capabilities

If the query language of the Common Data Model (the source query language) is more expressive than the language of the local DBMS (the target query language), then there will be queries that can be expressed in the source language for which there is no equivalent query in the target language.

For example:

· there is no equivalent to the relational join in IMS (a hierarchical database),

· it is not possible to execute a recursive query in SQL.

If the source query language has a higher expressive power than the target query language, then we need to use a high level language as well as the local query language to compute the result.

If this is the case, a query is executed on the local DBMS which returns a superset of the result, and then an additional query executes the operation that was not available.

Multiple Equivalent Queries

There may be many queries in the target language that are equivalent to the query in the source language. In fact the source query may be translated to a set of target queries.

Therefore the query translator has to take into account the performance of the query (or set of queries) it outputs.

If the source query can be translated to a single target query, then the performance can be dealt with by the query optimiser of the local DBMS. If there is no optimiser (eg, as in a hierarchical DBMS), then the translator must consider the performance of the translated query.

If a set of target queries is produced by the translator, then performance must be considered by the translator. The reason is that query optimisers are designed by optimise individual queries, and cannot optimise a set of queries in terms of their total processing cost.

One useful heuristic in choosing the optimal set of target queries is to choose the set containing the minimum number of queries. This reduces the number of invocations on the target system, and may also make it cheaper to combine the results of the queries to form the result.

6.6 Global Query Optimisation

A query produced by the query modification process may still reference data in more than one database.

In centralised and homogeneous distributed DBMSs, the optimiser generates a number of potential query execution plans, estimates the cost of each, and chooses the one it considers to be the most efficient.

In order to process a global query in a distributed environment, the following information should be available:

· statistical information on the database such as the indexes, cardinalities and relative selectivities,

· the hardware and software platforms. Knowledge of the processing power, disk space, DBMS manufacturer etc.  allows the MDB to determine the query execution capabilities of the local DBMS,

· network connections, in order to determine the speed at which a query result can be returned,

· resource accessibility, eg. will a local site allow intermediate results to be processed by its DBMS.

· typical workloads - how heavily loaded a DBMS is at any point in time. 

This information is assumed to be available in a distributed DBMS. But we have a difficulty in following the same approach in the case of multidatabases. 

As with transaction processing and recovery techniques, many of the problems we encounter are concerned with the autonomy of the local DBMSs.

What are the implications of the three categories of autonomy on multidatabase query processing?

Design Autonomy

The local DBMSs can optimise their internal schemas (eg. choosing indexes etc.) to suit local requirements. The multidatabase is not necessarily informed of the internal structures, or of any changes that are made to them.

Communication Autonomy

Each local DBMS determines what control information it will share with the multidatabase. Therefore information needed to optimise queries (such as the size of relations) is not necessarily available.

Execution Autonomy

Each local DBMS chooses an execution plan for the subquery of the global query independently of all other subqueries. There is no cooperation in query processing once the subqueries have been dispatched to the local DBMSs, and so many of the techniques developed for distributed databases are not applicable.

Possible Approaches to Global Query Optimisation

Classifying Queries and DBMSs

Without information on the indexes, cardinalities etc. which an optimiser would expect to have in order to produce a query plan, we can classify queries into categories, depending on their complexity. The cost of executing queries in each category is monitored and this information is saved and used to estimate the cost of future queries.

This information can also be used to estimate the size of intermediate results.

Monitoring Subquery Execution

The approach taken in distributed query optimisation is to determine the entire query plan before any subquery  is executed. In a multidatabase, the query plan can be generated dynamically, as the query is being processed.

The results of the subqueries can be monitored, and the choice of the subsequent post-processing queries can be made using this information.

Part 7 Legacy Systems

7.1  The Problems with Legacy Systems

The term “legacy” suggests something inherited from a previous generation. A legacy system refers to an information system that has been around for a long time in an organisation. Because of this a legacy system typically has the following features:

· Very large, often mainframe based. A legacy system may contain millions of lines of code.

· Developed using outdated technology. Legacy systems were developed using technology available in the 60’s/70’s (eg. programmed in COBOL with an IMS database). 

· Developed using outdated (no?) methodologies. The software would have been developed without the benefit of the analysis and design techniques available today.

The problems caused by these factors are obvious:

· They are expensive to maintain.

· They are inflexible, being difficult to extend to incorporate new functionality.

· They are brittle, ie. they are easily broken when they are modified.

· They prevent an organisation exploiting newer technology, such as 4GLs and relational databases.

These points can be summarised in the statement that legacy systems are harmful to an organisation’s competitive effectiveness. They are a roadblock to rightsizing, ie. allowing organisations to move from mainframes to smaller, cheaper machines, which fully meet the application requirements.

Clearly, legacy systems pose a big problem to organisations. So why are they not replaced ?

· They are typically mission critical, being essential to the operation of the organisation’s business. Continuous operation is often required.

· They are usually “monoliths”, ie. they were developed in the mainframe era when it was fashionable to develop information systems which were a central hub for consolidating the organisation’s information.

· The legacy system represents a significant investment in terms of development and equipment. It is difficult to justify replacing it, without providing considerable extra functionality.

So what can be done? There are two possibilities:

· Rewrite the system from scratch using modern techniques and hardware and software of the target environment.

· Replace the system in an incremental fashion, piece by piece.

We look at these in turn....

7.2 Complete Rewriting

This is a high risk strategy and carries a high risk of failure. Some of the reasons are:

Timescale involved

The development of the new system may take years. During this time, the legacy system will evolve to accommodate urgent requirements. The replacement IS will need to evolve in step with the legacy IS. New business processes must also be accommodated in the IS’s requirements, throughout its development.

Lack of a Specification

Often, the only documentation on the legacy system is the code itself. The documentation may be lost, non-existent, or out-of-date. In addition, the code may have been written for high performance on some extinct computer, making decryption difficult.

Undocumented Dependencies

External applications may access the legacy system for its information (eg. reporting programs), but without any documentation of the fact.

Changeover Time Required may be too long

Many legacy systems are required to be operational close to 100% of the time. Large databases may take weeks to download. Even if the new system were fully operational, the changeover period might be too long.

Organisational Difficulties

Apart from these technical challenges (impossibilities?), there are a number of organisational problems with this approach:

· difficulties of managing a large project, 

· management impatience with late or over-budget projects,

· tendencies of large projects to become bloated with non-essential groups.

7.3 Incremental Migration

In this approach, the legacy system is migrated in small incremental steps until the overall objective is achieved. Each step requires a relatively small resource allocation, a short timespan, and produces a specific, small result towards the desired goal. 

If a step fails, only that step need be repeated. Failures can also show up unforseen, possibly large problems. It is therefore much safer than the complete rewriting approach.

The key to the incremental migration approach is the selection of independent increments to migrate, and the sequence of these increments.  How easily this can be achieved depends on the architecture of the legacy system.

7.4 Information System Architectures

All ISs can be considered as having three functions:

· interfaces (both to the users and to other systems),

· applications, and

· database service.

There is a trend towards the separation of these functions in order to achieve greater modularity, flexibility, reusability and portability.

We define three types of architecture, depending on the coupling between these functions.

Decomposable Legacy System Architecture

For migration purposes, the best architecture is a decomposable structure, in which each of these functions are distinct components with well-defined interfaces. We call this a decomposable legacy system:
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Figure 7.1  Legacy System Architecture

For an architecture to be decomposable, the main requirements are that the application modules are independent of one another, and interact only with the database service.

Semi-decomposable Legacy System Architecture

A semi-decomposable architecture has only its interfaces as separate modules:

[image: image13.wmf]Legacy Applications and

Database Service

.....

UI

1

SI

1

UI

2

SI

2

UI

n

SI

n

Database

End

User

IS

End

User

IS

End

User

IS


Figure 7.2  Semi-decomposable architecture

Non-decomposable Legacy System Architecture

At the other extreme is a non-decomposable legacy system. From a system point of view, these are black boxes with no identifiable separate components:
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Figure 7.3  Non Decomposable Architecture

In practice, the architecture of many legacy systems may be a hybrid. This is because of parts being added over the years, which may fall into different categories:
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Figure 7.4  Hybrid Legacy Systems

7.5 Gateways in Legacy System Migration

Incremental migration involves iteratively selecting and migrating parts of the legacy system to become new parts of the iteratively constructed target IS.

During the migration, the legacy system and the target system form a composite IS which collectively provides all of the functionality required. The link between the two is managed by a gateway.

In this context, a gateway is a software module which mediates between operational components. Its main roles are:

· To encapsulate a component that is being changed, keeping its interface unchanged so that other components are unaware that it is being changed, eg. maintaining the interface a module expects of the legacy system database service, even though it is being changed behind the scenes.

· To translate the requests and data between the mediated components.

· To coordinate between the mediated components, eg. ensuring consistency when an update request is directed to both the legacy and target system.

Where should the gateway be placed? At as low a level in the architecture as possible, in order to reduce the complexity required of it. 

because more functionality will be required of it

A Database Gateway will be used in decomposable legacy systems. This will encapsulate the database service from the perspective of the application modules. 

Likewise, in semi- and non-decomposable legacy 
systems, the gateway is called an Application Gateway and and IS Gateway respectively.

7.6 The Interface Gateway
The key to a successful migration is the Interface Gateway. It insulates all end users and systems from any negative effects of the migration.

It captures user and system interface calls, and translates and re-directs them as necessary to other applications. It also intercepts and translates the response.

The users do not know whether their request is being handled by the legacy system, the new system, or both.
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Figure 7.5  Interface Gateway

An added advantage of the interface gateway is that extra functionality can be introduced at an early stage of the migration.

7.7 Migration Methodologies

There are five steps that must be undertaken during the course of an incremental migration.

· Migration of computing environment,

· Migration of legacy applications,

· Migration of legacy data,

· Migration of interfaces,

· Cut-over from legacy to target components.

There are several strategies for achieving these steps. We consider some of them here. For simplicity, we assume that we are dealing with a decomposable legacy system. 

The Database First Approach

In this approach, a relational database is designed and developed. A “foreward gateway” is installed between the applications and the database, which intercepts all database calls, translates them to SQL, and translates the result into the form expected by the application. 

The legacy applications can then be incrementally replaced.

It is called a “foreward gateway” because legacy applications are migrated forward onto a modern DBMS.

This approach allows the productivity benefits of relational databases and 4GLs to be exploited as soon as the database has been migrated.
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Figure 7.6  Legacy System Migration

There are some severe disadvantages with this approach:

· Building the gateway can be very costly and complex, and it will normally have to be done on a case-by-case basis.

· The market trend appears to be moving in the opposite direction, ie. gateways which provide SQL interfaces to non-relational legacy systems.

· There is a large effort involved in designing the database as this requires a detailed analysis of the  entire legacy system, as well as all external systems which interface to it.

· The first user of the new database will be the legacy system itself. There is a danger that its data structures will influence the design of the target database.

The Database Last Approach

In this approach, the applications are gradually migrated onto the target platform, but the legacy database remains until the final step, when it is migrated to a relational DBMS in a single step.

The new applications are developed using SQL as the data access language, and until the database is changed over, these are translated by a reverse gateway and executed by the legacy database. When the database is changed over, this is transparent to the applications.

It is called a reverse gateway because it migrates the database calls in the reverse direction, back onto the legacy database.
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Figure 7.7 Database Last Migration

The database last approach changes the role of the platform supporting the legacy system gradually into a database server, which ties in well with client/server architectures.

The gateway technology for this approach is much more readily available than for the database first approach. There are several products on the market which support such gateways, eg. 

· Oracle’s SQL*Net and SQL*Connect provide translation from SQL to DB2, RMS, and IMS.

· Information Builders Inc.’s Enterprise Data Access (EDA) provides translation between more than 50 DBMSs and file systems.

The disadvantages of this approach are:

· The mapping may be very complex and slow.

· There is a higher risk to this approach than with the database first approach. The latter can support legacy and target applications simultaneously, providing flexibility as to when to change over. But here, once the legacy database has been migrated, the legacy applications can no longer be used.

The Parallel Database Approach

On their own, the database First and Database Last approaches are not widely applicable. 

This approach involves operating the legacy and the new database in parallel during the migration. During the migration, there is effectively a composite system, consisting of both the legacy and the target system. As before, the applications are gradually rebuilt on the target platform. 

Separable pieces of data are identified, and this data is gradually migrated to the target database. 

At the start of the migration, all of the data will reside on the legacy database and the target system will be empty. At the end, the reverse will be the case. At stages in between, there will be replication of some of the data and the gateway will be required to ensure that updates are propagated consistently.
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Figure 7.8  Parallel Database Migration

The gateway consists of four components:

· a foreward gateway,

· a reverse gateway, 

· a migration database, describing the mappings, the location of the data being accessed, and the inter-database constraints. 

· a coordinator, which manages all of the gateway functions. 

The main advantage offered by the parallel database approach is that there is no “cold turkey” change over from one database to another, as data is migrated gradually.

The database gateway is significantly more complicated than the previous approaches. Apart from requiring both foreward and reverse gateways to be developed, the coordinator must also support replication and distributed transactions. This is particularly difficult since most legacy databases will not support a protocol such as 2PC.

Part 8  Data Warehousing

Business managers need fast access to up-to-date information which is required to support decision making. This Management Information should be

“The right information in the right form at the right time”

While the Management Information is generated by OLTP systems, it is difficult to extract it from these systems. 

Consider the differences between operational data (the data needed for the day-to-day running of the organisation), and informational data (the data used in the decision making processes).

	Operational Data
	Informational Data

	Current data only is stored
	Historical data stored

	Critical to business
	Not vital, but important for strategic decisions

	Consistent response time expected
	Requests are varied and unpredictable

	Transactions usually on small amounts of data
	Sequential access to large volumes of data


Because of the considerable differences in the way the each type of data is used, the two environments are most efficient when physically separated.

Using operational data for informational purposes is unlikely to be successful for several reasons:

Resource Contention

The workload on operational systems tends to be predictable, and based either around short-duration transactions issued by on-line users, or overnight batch processing jobs. Dealing with informational requests will be difficult because the requests are unpredictable, and tend to come in groups. This will make them difficult to schedule.

and they may be needed “immediately”

Format of Data

The operational data will need considerable processing before it is in a form usable as informational data. In particular, operational data can have some or all of the following problems.

· It is not easily accessible,

· Its meaning is unclear,

· It is not right level of detail, and

· It covers the wrong timespan.

Design of Data Structures

Operational and informational data are used in completely different ways. For example, the former needs to be optimised for minimal redundancy, whereas the the latter need to be optimised for fast queries.

Need for Customised Reports

The traditional approach of generating Management Information has been in the form of Ad Hoc reports. These are time consuming to produce, usually have no reusable components, and lead to requests for further reports to clarify aspects of original report. 

Acquiring the Base Data

The operational data must come from a variety of sources on different systems. Providing it requires skilled computer professionals who are not always available.

Motivating the Data Warehouse

There is no effective alternative to the separation of operational and informational data.  Rigourous methodologies for capturing information requirements are of little value for this purpose. While they can capture the process requirements, they cannot capture decision support requirements, as all of these cannot be known in advance of operation of the system.

This requires a change of focus. Previously each successive wave of IS has superceded and replaced the previous. Automation of business processes is now a reality and the bulk of investment in the next decade will be in Decision Support Systems (DSSs). But these will rely on existing OLTP systems for their data, and will not replace them.

8.1  Characteristics of a Data Warehouse

The term “Data Warehouse” was coined by W. Inmon, who defined it as a collection of subject-oriented, integrated, time-variant, non-volatile collection of data in support of the decision making process.

Subject oriented. The data is no longer designed for application processing, but to aid in decision making. For example, sales data for applications contain data on specific sales to specific customers, whereas decision making data would contain historical records of sales over certain periods.

Integrated. The data has been consolidated from various operational systems into a single repository.

Time-Variant. The data is informational rather than operational. It is guaranteed to be correct only at the moment of download and may be out of date within seconds. The point in time at which the data is downloaded must be recorded.

Nonvolatile. New data is always appended, rather than replaced. The new data is integrated with previous data.

8.2 Examples of Data Warehouse Deployments

To date, the main industries in which Data Warehouses have been deployed include the retailing, banking and telecommunications sectors, all of which are subject to intense competition.

BT and Televerket (Sweden) were first telecoms companies to invest in DWs, in first countries to deregulate.

Surveys have shown that the main benefit companies expect from data warehousing is competitive advantage.

Retailing

Consumer club cards. Benefits include

· loyalty

· profile of customer and individual buying patterns, which can then be used for customised marketing campaigns.

Stock Control

· monitor sales trends to ensure 

- sale of stock

- sufficient stock to meet demand

KMart gradually reducing price of a doll which was underselling so that all were sold by Christmas. Fast selling items can be re-ordered in sufficient time.  Humans can see these trends, but often too late.

· Example: Market Response System (VF Corp). 

- Populated with data from points of sale. 

- Objective to match demand for good with supply, 

perhaps redirecting it from stores where it is moving more slowly. 

- Tries to achieve 40% reduction in cycle time, 30% reduction in inventory, 20% reduction in costs.

Banking / Insurance

· Banks have a problem in that their customers are becoming anonymous.

salary paid directly, withdrawals by ATM, only need to enter bank when they need a loan, and then its determined by a formula. 

· Example: “Banking Relationship Infomation Management System” developed by Citicorp. 

· Functions:

- define catalog of services used by each household. 

This is used to identify gaps in services.

- analyse household info from revenue perspective, 

- to identify most valuable customers and target them with mailshots 

query: >35, morgage in last 5 yrs, live... can be targeted for equity investments

· Data Warehousing can be used in the Insurance sector to identify patterns of claims from groups of individuals

Telecoms

· Telecommunication networks are designed to handle peak traffic. Most of time only a fraction of their capacity is being used. 

· Data Warehouses can be used to identify usage patterns and these can be used to target different sets of customers, encouraging them to make calls in off-peak hours. 

8.3 Information Flows

The prime purpose of Data Warehousing is not in collecting data, but in managing the flow of information. There are five primary information flows, which are described below.

1. Inflow

Data is loaded into the warehouse from operational systems and a variety of other sources. The main source may be operational database systems, but other sources may include e-mail, spreadsheets, multimedia systems, business rules, and real-time data. 

Restructuring of data will be necessary. There are four steps necessary to produce the inflow.

· Data definition. It is important for the right data to be downloaded to the warehouse.

Danger: too much data “just in case” its needed, and its difficult to reorganise


    too little: need to revert to operational data if its ever needed

· Schema Integration. Data is being integrated from different sources, each of which may have its own specific format, naming schemes, measurement units etc. These need to be integrated to a common format. 

· Data Integration. Data items representing the same piece of information may have been entered in different formats, which must be reconciled.

eg name “J Cardiff”, address, company initials etc.

· Data Validation. In some cases, operational data may be outdated. Its calidity needs to be ensured if it is to be entered and used in the data warehouse.

eg “job title” for a bank customer

No conclusions should be drawn on relative consistency of data that has been extracted from different systems, above what can be inferred from the timestamp.

2. Upflow

This is the process which adds value to the informational data contained in the warehouse. There are three steps to achieve this.

· Summarising. The data is summarised into views more convenient and useful to users. This ranges from simple relational operations such as grouping, to complex statistical analyses.

· Packaging. The data is transferred into more useful formats  such as spreadsheets, documents, or charts. 

· Distributing. The warehouse data is then distributed to appropriate user groups.

3. Outflow

The outflow is where the data in the warehouse becomes available to business customers. The two key activities that make up the outflow are

· Accessing: End users request the data they need, and this access should be driven by the user, not the warehouse. Choosing the correct type of query tools is critical to the successful operation of the warehouse. 

· Delivering: Information could be delivered proactively to end users. 

This is based on a publish-and-subscribe mechanism, where the warehouse publishes various business objects, and the users subscribe to those that best meet their needs. 

By monitoring usage patterns, guesses can be made about which business objects to publish and which users should be subscribing to these objects. 

Best way to judge success of data warehouse

4. Downflow

As the business value of data declines with age, it is moved out of the warehouse to an archive. 

5. Metaflow

Metadata is the process that moves metadata about the other flows. The warehouse needs to respond to changing needs and conditions, so it is necessary to track changes in business environment and in the operational systems. 

8.4 Accessing Data

From a user’s perspective, data access falls into three categories.

· Ad hoc queries. These provide most flexibility, but require the user to be familiar with both the query language and the data.

· Packaged queries and reports. These may be planned, tuned and executed through a menu or iconic interface. These should be suitable for the majority of accesses and they hide the underlying complexities from the user.

· Decision support applications. These may formulate the query through a user-friendly interface, execute it, and perform some analyses on the result.

Ideally, a high percentage of queries will be to the highly summarised data, and a small number of ad hoc queries will go against highly detailed data. 

It is important for the right granularity of data be chosen.

If the level of granularity is too high, there will be excessive accessing of the detailed data; if it is too low, access will be unnecessarily expensive.

8.6 Physical Database Design Issues

The data in a data warehouse is used in a different manner to database systems for operational purposes. In particular:

· Insertions and deletions are done in bulk downloads and archives. Therefore, it is not important to provide efficient updating methods.

· As a result of the above, it is not necessary to maintain data integrity (once the data has been downloaded).

· Support for sequential access of large tables is required.

 and this will have an impact on how the database is designed.

Tables should be denormalised in order to avoid the need for joins.

Avoid data reorganisation.

Avoid specifying integrity constraints, especially referential integrity.

Build summary tables.

Use indexes effectively.
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