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The word Peer-to-peer (P2P) has become the latest buzzword in the software industry right now. We have seen lot of new technologies coming in a short time and Peer-to-peer computing is one of them. Many companies have already come forward to invest money in the building of the Peer-to-peer based applications. Peer-to-peer computing has become popular with the free file sharing service provided by Napster. With the success of Napster, everyone has become aware that a concept of Peer-to-peer computing can be used to get lot of benefits. And following the growth of business-to-business exchanges and supply chain management systems, the emergence of Peer-to-peer computing has become another deployment arena for XML technology. Whether you are exchanging user messages, state of an application, or processing instructions, relaying information effectively is a critical component of any P2P application. By using XML system designers will establish rules for peer interaction that allow developers to build applications independently. From this perspective, we can say that, by facilitating this communication, XML plays an important role in P2P application design.

Before talking more about how XML can be used in Peer-to-Peer Computing, let me give a brief introduction on what Peer-to-peer computing is and what XML is.

I think by now everyone might have heard a lot about what Peer-to-peer computing is. Peer-to-peer computing is the “concept of sharing computer resources and services by direct exchange between systems”. These resources and services include the exchange of information data, processing cycles, cache storage, and disk storage for files. Peer-to-peer computing takes advantage of the available desktop computing power and networking connectivity and allows economical clients to leverage their collective power and benefit the entire enterprise. Peer-to-peer computing is not actually new. The architecture has been in use for the past thirty years, but now the architecture has been named as peer-to-peer. Today several factors have made the P2P computing popular, among them were inexpensive computing power, bandwidth, storage and of course users interest in learning new technologies.

If we take a deeper look at the P2P architecture, we can say that computers that have traditionally been used solely as clients earlier now communicate directly among themselves and act as both clients and servers, assuming whatever role is most efficient for the network. This will reduce the load on servers and allow them to perform specialized services such as mail-list generation, billing, etc. more effectively. At the same time, peer-to-peer computing can reduce the need for IT organizations to grow parts of its infrastructure in order to support certain services, such as backup storage.

In the enterprise, peer-to-peer is about more than just the universal file-sharing model popularized by Napster. Business applications for peer-to-peer computing fall into a handful of scenarios.

Collaboration. Peer-to-peer computing empowers individuals and teams to create and administer real-time and off-line collaboration areas in a variety of ways, whether administered, unadministered, across the Internet, or behind the firewall. Peer-to-peer collaboration tools also mean that teams have access to the freshest data. Collaboration increases productivity by decreasing the time for multiple reviews by project participants and allows teams in different geographic areas to work together. As with file sharing, it can decrease network traffic by eliminating e-mail and decreases server storage needs by storing the project locally.

Edge services. Peer-to-peer computing can help businesses deliver services and capabilities more efficiently across diverse geographic boundaries. In essence, edge services move data closer to the point at which it is actually consumed acting as a network caching mechanism. For example, a company with sites in multiple continents needs to provide the same standard training across multiple continents using the Web. Instead of streaming the database for the training session on one central server located at the main site, the company can store the video on local clients, which act essentially as local database servers. This speeds up the session because the streaming happens over the local LAN instead of the WAN. It also utilizes existing storage space, thereby saving money by eliminating the need for local storage on servers.

Distributed computing and resources. Peer-to-peer computing can help businesses with large-scale computer processing needs. Using a network of computers, peer-to-peer technology can use idle CPU MIPS and disk space, allowing businesses to distribute large computational jobs across multiple computers. In addition, results can be shared directly between participating peers. The combined power of previously untapped computational resources can easily surpass the normal available power of an enterprise system without distributed computing. The results are faster completion times and lower cost because the technology takes advantage of power available on client systems.

Intelligent agents. Peer-to-peer computing also allows computing networks to dynamically work together using intelligent agents. Agents reside on peer computers and communicate various kinds of information back and forth. Agents may also initiate tasks on behalf of other peer systems. For instance, Intelligent agents can be used to prioritize tasks on a network, change traffic flow, search for files locally or determine anomalous behavior and stop it before it effects the network, such as a virus.

Introduction to XML


XML stands for EXtensible Markup Language. It is a markup language much like HTML. It is designed to describe data. One of the important features of XML is, the tags are not predefined. You must define your own tags. XML uses a Document Type Definition (DTD) to describe the data. XML with a DTD is designed to be self-descriptive. 

     

      Main difference between XML and HTML: 

XML is designed to carry data where as HTML is used to display data.
XML is not a replacement for HTML. They were designed with different goals:

XML was designed to describe data and to focus on what data is.
HTML was designed to display data and to focus on how data looks.

      Some features of Extensible Markup Language: 

XML does not DO anything. 

XML is free and extensible.

XML is a complement to HTML.

XML in future Web development.

XML can Separate Data from HTML.

XML is used to Exchange Data.

XML and B2B.

XML can be used to Share Data.

XML can be used to Store Data.

XML can be used to Create new Languages.

A Sample XML document:
<book>

<title>My First XML</title>

<prod id="33-657" media="paper"></prod>

<chapter>Introduction to XML

<para>What is HTML</para>

<para>What is XML</para>

</chapter>

<chapter>XML Syntax

<para>Elements must have a closing tag</para>

<para>Elements must be properly nested</para>

</chapter>

</book>
Book Title: My First XML (data extracted from the xml file)
Chapter 1: Introduction to XML

· What is HTML 

· What is XML 

Chapter 2: XML Syntax

· Elements must have a closing tag 

· Elements must be properly nested 

                                                        XML and Peer-to-Peer Technology

After we determine that P2P technology is appropriate for an IT project, there are several design challenges that will have to be solved before any development can begin. Since pure P2P systems have no central servers for dispatching information between peers, devising a mechanism for peers to communicate is a critical aspect of P2P design. And efficiently distributing and storing application data for peer access is not a trivial task since data often has to reside locally on the peer for processing. And managing the updates to the peer application components themselves is of paramount concern as even a simple bug fix can lead to a distribution nightmare. It is no coincidence these are the areas in P2P technology that benefit the most from XML.

Messaging : XML offers an ideal mechanism to transfer short, structured messages between peer applications. XML can be easily customized for specific P2P systems and readily transmitted over today's Internet protocols. XML data can be encrypted using existing technologies, making it an ideal candidate for secure messages. There are already several implementations of XML-based messaging schemes, including SOAP and XML-RPC. 

Data Storage : Utilizing XML to cache application data locally in P2P systems offers several advantages. Caching data in XML allows for more flexibility and easier retrieval than custom or unstructured formats, and it has a much smaller overhead than installing a relational database on each peer. Developers can take advantage of XML handlers to search, validate, retrieve, and manipulate the data needed to support the peer application. This approach will reduce the overall complexity of the P2P system. In many cases XML stores are easier to implement than storing unstructured data directly in the file system and require less system resources to operate than relational databases. 

Application Deployment: XML can also be used to help manage the deployment of the application components to peers in the network -- often one of the most difficult challenges of P2P systems. With the potential of having millions of peers interacting, having an effective process to distribute software updates is essential to the long-term success of any P2P system. One XML-based solution to this problem is Open Software Description (OSD). OSD files allow system architects to define the application components required for peer applications along with the location to download these components and any component dependencies. Effectively integrating OSD files into a P2P deployment strategy shifts the burden of software upgrades from the user to the P2P application itself. Each peer can verify that it has the most recent software components and automatically download upgrades if needed.

                       JXTA Search: Distributed Search for Distributed Networks

JXTA search : Distributed Search for Distributed Networks is a paper written by Steve Waterhouse of Sun Microsystems, Inc. This paper can be taken as an example of XML being used in P2P applications.

Introduction:  Gene Kan and Yaroslav Faybishenko have started JXTA Search in June 2000. Together they created a demo search engine, which connected multiple web servers together using a peer-to-peer protocol. The demo consisted of a Web front end to a distributed set of servers, each running a node hardcoded to respond to certain types of queries. After a year later, both Gene Kan and Yaroslav have joined the Sun Microsystem’s Project JXTA to provide a common distributed query mechanism for devices from web servers to small computers. 

JXTA Search Network


Communication over the JXTA Search network is performed via an XML protocol called the Query Routing Protocol (QRP).  The query routing protocol defines the mechanisms for defining meta-data for nodes in the network. The following are the participants in the JXTA Search network. 

1) JXTA Search Information Providers 

2) JXTA Search Consumers

3) JXTA Search Hub

JXTA Search information providers can be either JXTA peers (cell phone, PDA, Lap Top) or Web Server like timesofindia.com. Information providers are the one’s that send responses to requests formatted in the JXTA Search QRP language. 

JXTA Search Consumers are the ones that make requests in the JXTA Search QRP language. Once again consumers may be JXTA peers or web sites like bbc.com

JXTA Search Hub is a mechanism, which facilitates efficient query routing over the JXTA Search Network by handling message routing between the consumers and the providers. 

The JXTA Search Network works like this, consumers send requests to the JXTA Search Network through the nearest JXTA Search hub. The hub then determines which known providers should receive the query based on the meta-data provided by the JXTA Search Information providers. It then sends requests to providers, receives responses and sends responses back to consumers. Generally a program functions in a peer-to-peer manner, acting as both a provider and a consumer. 

Benefits of a Distributed Approach:  A distributed approach such as JXTA Search is more suited to deep search than a crawler-based search engine in three important ways:

Speed of update, Access and Efficiency. 

Architecture

The JXTA Search framework consists of:

The Query Routing Protocol (QRP), which can be used for defining queries, responses and registrations. This protocol is designed to allow both structured, lightweight and efficient query message exchange. 

Queryspaces, these are similar in concept to XML namespaces. Queryspaces define the structure in XML of a valid query against a provider.

Registration, Providers register with the JXTA Search Network by informing it which queries they are willing to respond to.

Query Formulation, Here users and applications present queries to the JXTA Search network as arbitrary XML adhering to specific queryspaces.

Query Resolution, Queries are resolved by a resolver by matching query terms to registration terms. The resolver returns providers whose registration terms match the query terms.

Query Routing, Queries are routed to the appropriate provider by sending XML requests over HTTP. The Router sends all requests and awaits responses. It continually monitors providers to determine availability and reliability. 

Provider Responses, these are the Responses sent by the Providers in arbitrary XML.

The JXTA Search network architecture consists of the following components:

JXTA Search Provider Service: is a service that accepts queries written in the QRP from the hub and responds in the QRP to the requestor. 

JXTA Search Consumer Service: is a service that sends queries written in the QRP to the hub and waits for the QRP responses. 

JXTA Search Registration Service: is a service that sends requests for registration to the hub and maintains the registration file for the provider.

JXTA Search Hub Service: is a service, which performs routing of queries from consumers to providers.  The hub service consists of two sub components:

    JXTA Search Router is one which routes and manages query connections, collates results and returns results to consumers.

    JXTA Search Resolver is one, which matches queries to providers using a full text search engine.

Example of Query Messages:

A simple text query can be of this format:

<?xml version=’1.0’? >

<request xmlns = http://search.jxta.org
      xmlns:t = http://search.jxta.org/text

      query-uuid = 1CA3659FGDA

      query-space = http://search.jxta.org/text>

      <t:query>

            <t:text>

                 sunw

            </t:text>

     </t:query>

 </request> 

Query messages are structured as follows:

The default namespace is http://search.jxta.org
The query message is contained within the envelope <request>….</request>

The query unique ID is specified in the uuid attribute of the <request> tag.

The query space is specified in the query-space attribute of the request tag

The query data can be arbitrary XML within a namespace that matches http://search.jxta.org/text which includes the tag <query> to specify the start of the actual query data and the tag <text> to specify free text, or within any other namespaces specified by the query-space definition.

Example of Response Messages: 

A response to the first query answered by a JXTA Peer running a stock quote service appears as follows:

<?xml version = ‘1.0’?>

<response xmlns = http://search.jxta.org
              xmlns:t = http://search.jxta.org/tickerqs
              query-id = 1CA3659FGDA

<response>

    <data>

       <t:ticker>

           SUNW

     </t:ticker>

     <t:price>

          20.59

     </t:price>

   </data>

 </response>

</responses>

The response message is structured as follows :

The default name space is http://search.jxta.org
The response message is enveloped within the <responses>…</responses> tags, with each specific response enveloped in <response>…</response> tags.

The body of the response is contained within the <data>...</data> tags. It can be arbitrary well-formed XML. In this case it conforms to the XML namespaces http://search.jxta.org/tickerqs. 

Example of Registration Messages 

Information providers must register with the JXTA Search network. To register, a provider contacts an access point with a registration message. A registration message is an XML document with three components:

The JXTA Search network queryspace URL, 

A set of predicates.

The provider’s query server endpoint either a JXTA pipe ID or a URL. Queries, which match one of the provider’s predicates, are posted to this endpoint.

Registrations are XML documents containing meta-data about the information the provider wishes to expose. The registration must contain the following tags:

<register>...</register>

<predicate>... </predicate>

The predicate defines the structure and content of the queries in which the provider is interested. The next section describes the rules for forming predicates and the implementation of the resolver.

Consider the following registration file for a provider:

<?xml version=’1.0’?>

<register xmlns= http://search.jxta.org >

<title>JXTA Stock Quote Provider</title>

<link>http://search.jxta.org</link>

<description>Given a ticker symbol, returns a 15-minute delayed quote

</description>

<query-server>jxta://59616261646162614A75</query-server>

<query-space uri="http://search.jxta.org/text">

<predicate>

<query>

<text>sunw aol orcl</text>

</query>

</predicate>

</query-space>

</register>
Registrations are structured as follows:

The registration body is enveloped within <register> ... </register> tags.

The query server, the URL or Pipe ID of the provider to which queries should be sent, is specified within <query-server>...</query-server>.

The predicate, the logical statement which queries must match in order to be routed to this provider, is enveloped within <predicate>...</predicate> tags.

The predicate contains the queries to be matched by this provider, each enveloped within <query> ...</query> tags. Each predicate can contain multiple <query> envelopes.

The query body can contain arbitrary XML as long as it matches the namespace that matches the specified query-space for this provider. In this example the provider specified by the query-server jxta://.... (the pipe ID of the JXTA node) has registered for the query <text>sunw aol orcl</text>,. Queries containing the text terms sunw, aol or orcl are routed to the JXTA peer.
Query Resolution 

Query resolution is the process of determining to which set of providers a given query should be routed. Clearly, sending all queries to all providers is inefficient. As a result, 

JXTA Search attempts greater efficiency by:

Defining a framework for providers to register the type of queries they are interested in receiving

Providing an efficient query resolution and routing service. 

Consider a possible registration from our previous bigbookseller.com example:

<?xml version=’1.0’?>

<register xmlns = "http://search.jxta.org"

xmlns:b= http://bigbookseller.com/jxtasearch >

<query-server>

http://bigbookseller.com/exec/jxtasearch.pl

</query-server>

<query-space uri= http://bigbookseller.com/jxtasearch >

<predicate>

<query>

<b:author>

<quote>Bill Joy</quote><quote>Neal Stephenson</quote>

</b:author>

<b:title>

Java JXTA XML Cryptography

</b:title>

</query>

</predicate>

</query-space>

</register>
This registers a provider with the text queryspace specified by http://bigbookseller.com/jxtasearch. This registration registers the provider for the following queries:

Any query containing Bill Joy or Neal Stephenson in the <author> field, or

Any query containing Java, JXTA, XML or Cryptography in the <title> field

Queries matching these conditions are directed to the query server running at http://bigbookseller.com/exec/jxtasearch.pl. In practice, predicates are much larger and typically have a more complex structure.

Query Node Patterns (QNPs)

Query Node Patterns are used to match predicates against queries. Each query is expanded into a series of QNPs.

Query Node Patterns (QNPs) are XML fragments, which form the basic building blocks of query predicates in registrations. In this implementation, QNPs restrict the structure of registration predicates. Each QNP matches a node of an XML query. A match occurs when a QNP matches some subset of a query’s structure, or, more formally, when they can be constructed by a series of the following transformations: 1) deleting a node in the query; or 2) replacing the query with a sub node of itself.

For example, consider the following query:

<request>

<object type=file>

<format>jpeg</format>

<desc>foo bar</desc>

</object>

</request>

Query Predicates

A query predicate is a boolean expression composed of QNPs. Predicates must be in conjunctive normal form a conjunction of disjunctions 2 .

Consider the following query predicate:

<predicate>

<and>

<object type=file>

<object><format>jpeg</format></object>

<or>

<desc>bar</desc>

</or>

</and>

</predicate> 

Conclusion

Finally we can say that XML has become a core part in the P2P applications. It has several advantages apart from using it for messaging and data storage. One feature of XML that I want to mention here is that XML can be encrypted while sending messages. Hence security of the data is taken care well and at the same time privacy is maintained. The above-mentioned use of XML in JXTA Search is just one of the many applications where XML can be used. Indeed XML can be used everywhere where data is exchanged.
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